This year, 2016, is a year notable for significant social choices. I expect that the most
significant are the BrExit referendum and the coming US presidential election.
In these two cases the choices are fairly clear. When there are two alternatives,
analysis is generally fairly straightforward: for and against, yea or nay. Of course,
there are also the “undecided” and the abstainers to add some complications.
But when we have several alternatives and more than a few participants, finding
agreement and disagreement becomes a whole lot more complicated.
Let us consider a fairly common situation.
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So the BOSS has asked us to gather the smartest guys around to deal with some new
problem. She wants us to use her most reliable advisers to help investigate this
challenge she has set.
So far we have conducted enough brainstorming to have identified a number of
items. These might be sub-problems the group is facing. Or they may be potential
solutions to the challenge. Or they might be schemes that have been proposed to
better define the problem.
At any rate we have a number of folks and they have developed a number of
alternatives.
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So we now introduce some method for “social choice” – a method to determine the
preferences for each of the individuals and combine them.
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Some individuals might take a little longer than others. But eventually we get
preferences for the alternatives from each of them.
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There are many methods that could be used to combine the preferences of
individuals into the preferences for the group. Jean de Borda and the Marquis de
Condorcet, French mathematicians of the 18th century, proposed two such methods.
There is also the Analytic Hierarchy Method. And there are many others.
But apart from getting an ordering of the alternatives, we can anticipate that some
individuals will support the group’s ordering more than others.
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So there are dissenters within this group. Knowing more about how their thinking has
led to their contrarian position could improve the group’s decision making process.
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We are looking for schools of thought within the larger group... Even if their thinking
may run contrary to others in the group.
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Maurice Kendall investigated the ranking process in considerable depth.
To start, we have two judges who each rank n objects. If there are no ties, each of
these rankings is essentially a permutation of the integers from 1 to n. With 1
meaning “most preferred”.
Kendall’s tau (a rank correlation coefficient) shows how much they agree or disagree.
Kendall extended this procedure to handle cases where one or both of the judges
have some of the objects tied.
Apart from the rank correlation coefficient (a value between +1 and -1), Kendall also
provided a statistical test to determine if the relationship is significant.
From Kendall’s coefficient, a simple transformation will give a distance between the
two judges.
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For those not familiar with rank correlation, some simple examples will illustrate.
First we have a trivial case of complete agreement between the two judges. They
both have ranked nine objects exactly the same. Kendall’s tau takes a value of 1,
indicating complete agreement. The transformation to a distance indicates these two
judges are 0 distance apart.
Then we have another trivial case where the two judges are in complete
disagreement. The second judge has ranked the object in the reverse order to the
first judge. The value of tau is -1 (meaning complete disagreement). And the distance
between the two judges is 1.
The next example is more typical of responses when two judges rank objects. Here,
with nine objects it is hard to see a pattern of agreement or disagreement.
We can sort the objects based on the ranking from one judge. The ranks from the
second judge appear to be almost random: some objects ranked high by A are ranked
low by B, some ranked low by A are ranked high by B – suggesting disagreement. But
several ranked in the middle by A are also ranked in the middle by B. When we
consult Kendall’s tau, we find it close to 0 (and the p-value is high) suggesting
ambivalence between the two judges. And the distance between them is 0.56...
roughly midway between 0 and 1.
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In his seminal book on Rank Correlation Methods, Kendall devotes two chapters to
what he calls the problem of m rankings. Here we have m judges, not simply the two
shown on the previous slide. Each of the m judges provides a ranking of the objects.
This example from the book shows three judges who rank 10 objects (and who all
provide some ties). Kendall provides a coefficient of concordance, W, that can be
used to determine the community of agreement. For the judges P, Q, and R the value
of W is 0.828.
As with tau, Kendall provides a statistical test of the significance of W. He also shows
that when m and n are suitably large either an F distribution or a chi-square
distribution may be used in the statistical test.
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In his book, Kendall provides a couple of cautions. One is essentially not to rest if you
have simply crunched the numbers. He recommends “examining the primary data”.
However, examining ranking data by simple inspection is not usually rewarding,
especially if m and n are large. It can be hard to recognize patterns without a
methodical approach. We will return to this point.
His second point is also valid. Indeed beyond exploiting some knowledge of a priori
heterogeneity, it would be useful to have some means of determining a posteriori the
nature of lack of homogeneity. We will return to this point too.
So with thoughts of heterogeneity (Kendall’s polite substitute for “dissent”), let us
continue.
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Kendall provides this example to emphasize his case. Here we have two schools of
thought that are diametrically opposed – the group of 20 is clearly not homogeneous.
As Kendall points out calculating W (the coefficient of concordance) for the 20
participants would indicate “no community of preference”.
Visual inspection of this group, easily reveals a simple pattern: half the group is in
complete agreement on ordering the objects. The other half is also in complete
agreement, but with a complete reversal of the ranking from the first group.
This is a trivial example, but the point should be clear.
What we need is some method to discern schools of thought when patterns in the
collected rankings are less obvious than in this case.
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Before proceeding I just want to point out that there are several methods to combine
preferences of individuals into one set of preferences to represent the group.
In the material that follows I will use the method that Kendall presents, namely rank
sums. This is close to a method called the “Borda count”. Although in the Borda count
method a participant is expected to give a complete ranking, that is with no ties.
I hope you will see that the method that follows does not depend on the method
used to determine the group ranking. The method relies on some measure of
distance between preferences of the participants and between each of these
preferences and the group’s preferences.
A means for determining such distances should be evident in most methods. One for
AHP is in the “digression” slides.
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This is an example straight from Kendall’s Rank Correlation Methods. To get you
familiar with output from R, I have shown the equivalent problem below in a cut-andpaste from the R console.
The variable “sr” is standardized ranks. The transpose function “t” is applied so it will
correspond to the extract from Kendall. And below that is row sums (or rank sums).
You should see that these are equivalent problems, apart from some formatting
issues.
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Here we have Kendall’s example. Shown below to the left is how the ranks might have
been submitted by a panel of three judges. On the right are the same ranks
standardized. Where several items are tied, they get the average of ranks had they
been put in some order (even an arbitrary order).
Thus if four items were tied for first place, they would be given a standardize rank of
2.5 = (1 + 2 + 3 + 4)/4
Here P had A02 and A04 in fourth place, so each gets 4.5
Once ranks are in this canonical form, the sum of one individuals rankings should be
n(n+1)/2 , in this case 55.
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On the left is a reprint of the Kendall’s example in standardized or canonical form.
Moving to the right we have Kendall’s coefficient of concordance as determined by a
procedure in R. The p-value using a chi-square approximation is given. We interpret
this as showing there is considerable community of agreement.
In the lower left are the standardized ranks and a ranking called “borda”, based on
rank sums. This order is the same as that in Kendall’s original example except that
A04 and A05 are reversed.
Kendall does not give the pairwise tau values, but we have printed them in R,
including the pairwise tau values between the judges and the group ranking, here
called borda. All three judges show substantial agreement with the group ranking (by
rank sums).
Below tau is a table of distances, calculated as (1 – tau)/2
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Using the distances that were derived from the tau coefficients, we can generate a
cluster analysis tree and a two dimensional map from multidimensional scaling.
This is still a trivial example. It is easy to see how much P, Q, and R agree or disagree
by simple inspection of their rankings.
The tree diagram shows that R is most in agreement with the group ranking and Q in
the least agreement.
Here the MDS is not very helpful in that it is less clear who is in most agreement. The
MDS procedure reduces the dimensionality of data, but distortion creeps in. Here we
are taking data from 10-space and presented it in 2-space. And this distortion
suggests that P is closest to borda.
(The configuration of the three rankings actually lie in a 9-dimensional hyper-plane in
10-space. All three rankings sum to 55.)
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Here we have an example of 8 judges who have ranked 7 alternatives. We are now
getting a bit more complicated than Kendall’s example of three judges.
When presented like this is it hard to see any pattern, and certainly not a pattern of
consistent preferences.
The first place ranks (the 1’s) seem to be all over the place... Although J3 and J8 gave
A4 a 1... But others gave A4 some fairly poor ranks.
Also J1 and J7 gave A5 a 1, but others gave A5 5s and 6s.
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We can compute Kendall’s W for this group of 8 raters (or judges). W is low and the pvalue is quite high, well beyond the usual threshold for a p-value, e.g., 1%, or even
5%.
So, if we did just this much analysis, we might conclude there is little value in looking
further... There seems to be no “community of agreement”, to use Kendall’s words.
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We can look a bit deeper. Here we have the ranks reordered. The alternatives are
reordered by the rank sum. And the judges are reordered by their agreement with
that order, using Kendall’s tau from higher tau values on the left and lower on the
right. Except for the last column which is simply a “new player”, called Borda, who
ranks the alternatives according to the sum of ranks of the judges.
A point that will be important in a few moments is that the group puts A6 in the first
position.
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Here is the matrix of pairwise tau values. Across the bottom are the tau coefficients
for the judges’ agreements with the group ranking, labelled “borda”. Of course there
is 1 in the last position as this is the correlation of the “borda” ranking with itself.
There are in fact 1’s on the diagonal – every judge agrees completely with him or her
self.
In the upper left we find four judges who have considerable agreement amongst
themselves. The four-by-four sub-matrix has positive values, and most are quite high.
Across the bottom (the “borda” row) the values are also large for these four,
indicating substantial agreement with the group ranking.
We can also note that J7 and J1 show some pairwise agreement.
However J7 has negative tau values (though not extreme) with J5 and with J6.
Finally J5 and J6 show a high level of agreement.
We can saw that J7 has some agreement with the group ranking. But J1, J5, and J6 alll
have negative coefficients for agreement (or disagreement) with the group ranking.
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Corresponding to the tau matrix, is a table of distances between pairs.
Note that the first four distances in the bottom row (“borda”) are fairly low, and the
last four in the same row are fairly high. With the last three (J7,J1, and J6) having
distance values greater than 0.5.
A reminder: this is the distance of the judge from the group ranking (called “borda”).
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From the table of distances, we can generate a cluster analysis tree and a
multidimensional scaling map. Here we get confirmation that J2, J3, J4, and J8 tend to
agree with the group ranking (called “borda”).
The other four judges seem to join into two pairs and then those two pairs combine.
Finally, all eight judges (and the “borda participant”) combine into one cluster.
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Let’s look now at that sub-group of four judges who seemed to be in fairly close
agreement.
Here we have selected only those four and re-run the analysis.
The value for W is quite high, and the p-value in considerably less than 1%. (Showing
more agreement that the larger group of eight.)
See how this sub-group, when their ranks are combined, put A4 in first place. Then
there is A1 and A2 before we get to A6 (the whole group’s first choice), which is now
tied with A5 in fourth place. And you find that, in terms of tau, these four agree with
this sub-group ranking much better than they agree with the original group ranking
combining all eight rankings (that had A6 in first place).
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The cluster diagram for the sub-group of four judges is almost as trivial as Kendall’s
example of three judges.
It does reinforce that there is common agreement between J4 and J8 and between J2
and J3.

34

We can also look at the remaining four judges, those who showed some
disagreement with the first four and with the group ranking based on all eight judges.
Here we have their raw rankings with Kendall’s coefficient of concordance below.
To the right are the standardized ranks with the sub-group ranking called “borda”
based on rank sums – this is “borda” determined by only these four judges.
Most notable here, we see that A4 (the first choice of the other four judges) is now in
last place (tied with A2).
Below that is the tau matrix. We could pursue this down to pairs of judges as well, as
it seems that J6 and J5 are in considerable agreement as are J7 and J1.
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Here we see that the cluster analysis and the multidimensional scaling support that
assessment of the two pairs.
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The comments on the right should give even a novice understanding of what is
happening, as long as they generally understand Schools of Thought Analysis (SOTA).
Basically the main steps are:
1. Read in the raw ranks as “rr”
2. Convert to ranks in canonical format as “rs”
3. Determine the row sum as “sr”, to determine the group ranking by rank sum or
Borda count
4. “borda” is a vector for the ranking of the options by the rank sum
5. “sr” (standardized ranks) is re-ordered based on “borda”
6. “srb” is “sb” with “borda” bound to it in the far right column
7. “w” is the Kendall coefficient of concordance
8. “tau” is a matrix of Kendall tau coefficients and “d” is “tau” converted to distances
9. “ca” is a hierarchical cluster analysis configuration, based on the “average”
algorithm
10. “mds” is a configuration from classical multidimensional scaling
Note: to get all of the functions you will need to have the packages “MASS” and “irr”
in your R library.
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Please try this at home!
With your own data.
An example of the input data format is on the left. It is a simple CSV file with labels
for judges in the first line and labels for the objects in the first position of each
subsequent line.
Not there is no need to start with rankings in canonical form. One of the first steps by
the R script is to put the data into canonical form.
The respondents need not even use numbers, they could use characters, e.g., A
through J.
The standard ranking procedure in R is to treat a character as (almost) equal whether
it is given in upper or lower case. Actually a lower case is ranked before the
equivalent in upper case.
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Everitt and Hothorn provide a chapter on cluster analysis and one on
multidimensional scaling. For details on the appropriate R procedures consult these
chapters. They also provide different procedures for cluster analysis and MDS, as
there is no RIGHT way for either approach.
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If we have scores from an AHP activity, we have two choices for proceeding.
We can convert each participants scores to a ranking. Then we can proceed as already
described.
Or we can treat the scores as vectors and use some means of determining distance
between then. This could be a vector difference or correlation coefficients.
Then we can proceed with cluster analysis and multidimensional scaling as before.
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This digression shows Schools of Thought Analysis (SOTA) applied to results from an
applications of the Analytic Hierarchy Process (AHP).
In an international defence research activity, eight judges were asked to rank 13
potential areas for R&D activity. The alternatives are shown here.
These of course are key words, and the participants had spent some time discussing
exactly what could be considered in each alternative.

43

This is the output from AHP, with the group score in the right hand column.
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These are the same scores printed by R with the alternatives ordered by the group
score. The participants have been ranked from left (J2) to right (J3) in terms of
agreement with the group score (last column).
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This is the matrix of Pearson correlation coefficients. The last row shows the
agreement with the group scores.
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Here we have the cluster analysis results and the map from multidimensional scaling.
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This script will read AHP scores from a file, including the group scores. The script on
this slide will use the Pearson correlation coefficient to determine distances between
the participants and between participants and the group scores. Using this distance
matrix, the script will produce
Note: to get the procedure “kendall” you will need to have the package “irr” in your R
library. If you do not know how to do this, run the following R script once:
install.packages("irr")
#install package
called "irr"
library("irr")
#load package for
function kendall
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If you wish, you can continue with this script. It will convert the AHP scores from the
participants. A high score (e.g., 0.223) will get converted to a high rank (e.g., 1) and a
low score (e.g., 0.015) will get converted to a low rank (e.g., 13).
The rest of the analysis is for responses given as rankings.
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Those of us who come from a scientific background often suppose that if we could
just get all the facts out on the table, disagreements would quickly disappear.
In science, where facts and evidence-based decision making should dominate, it is
widely assumed that decisions rarely rely on opinions, on intuition, or on gut feel.
And those decisions will rarely be influenced by biases.
The three co-authors of this presentation have been heavily involved in military
operational research. And there is a large faction within the military communities
that understands groupthink and similar phenomena that can give an illusion of
agreement where it would be best to acknowledge areas of disagreement and to deal
directly with them.
My experience with the military is that they welcome diversity – although certainly
not everyone in uniform does. And diversity (or divergence from an agreed plan) is
usually discouraged when it come time for action. But, in the planning process,
diversity is part of the process, to the extent of including the anticipated thinking of
your enemy – the ultimate dissenter.
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As an aside, Kendall’s caution not to stop after crunching the numbers applies not
only to ranking data.
This is the first set of data in what has become famous as Anscombe’s Quartet. Note
the mean of x and of y and the correlation coefficient of the two variables paired (the
Pearson correlation coefficient).
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Now observe the second set in Anscombe’s Quartet. Same means and correlation
coefficient.
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Here is the third set. Again we have the same means and correlation coefficient.
Using only these three values – the two means and the correlation coefficient – we
might be about ready to conclude there is not much difference between the three
sets.
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Adding the fourth set – again with the same means and correlation coefficient – we
start to see some clues that there is something funny going on.
The x values in the fourth set suggest we had better have a closer look at things.
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Looking here at scatterplots of Anscombe’s Quartet we can see that the four sets of
data exhibit some important differences.
The first set looks like we might have a linear relationship with errors that follow a
normal distribution.
The second set suggests that a linear fit would be a poor alternative. We should be
seeking some sort of curvilinear relationship.
The third set suggest a linear fit might be fine, except for one outliner, which should
be investigated further.
And the fourth set also shows an outlier that needs to be investigated, but in
circumstances quite different than in Set 3.
This brief aside on Anscombe’s Quartet suggests some form of pictorial presentation
of the data can help understand both consistent patterns in the data and the
presences of outliers.
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